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ABSTRACT

Large language models reuse the same attention heads across tasks, but identifying
these shared heads does not explain what they do differently in each task. A natural
source of inspiration is task-dependent interactions among shared brain regions,
which motivate a network view of language-model computation. Here, we compare
fixed model components across tasks using identical graph facts, statements speci-
fying which directed connections are present. We measure how interventions affect
attention heads and the activation state in later layers (influence), as well as the
answer (importance). Task changes redistribute the influence in five open-weight
models spanning four families and 1.5–14 billion parameters. In Gemma-2-9B
and Qwen3-14B, an activation edit changes an early internal activation vector and
switches which fact the model reads while the written instruction stays fixed. The
same heads then respond to different graph facts and influence later components
differently. For each prompt, we construct two linear response maps, one before
the edit and one after it. Each map predicts a later head’s response from a measured
change in an earlier head. For a separate factual intervention, the map for the corre-
sponding condition reduces mean squared prediction error by 53.6% in Gemma
and 5.0% in Qwen compared with the average of the two maps. These findings
show that task context changes both which graph facts the shared components
respond to and how their outputs affect later computation. A network account may
help explain how models use shared parameters to perform different computations.
Measurements of task-dependent influence could also guide interventions intended
to alter one behavior while preserving others.

1 INTRODUCTION

Large language models can perform different tasks with a single set of parameters. Instructions or a
few in-context examples specify the task at inference time, without further parameter updates (Brown
et al., 2020; Wei et al., 2022). Circuit analyses show that different tasks can reuse attention heads and
substantial parts of the same circuit (Merullo et al., 2024a). A small number of heads can also carry
a compact representation of the task demonstrated in context (Todd et al., 2024). Two aspects of a
shared head’s computation may change across tasks: that is, which facts it responds to and how its
output affects later components.

Network neuroscience provides a related perspective on how shared components support different
tasks, focusing on interactions among brain regions (Bassett & Sporns, 2017). The same regions can
participate in different tasks, while the relationships between their activity change with the task (Cole
et al., 2013; Krienen et al., 2014). These relationships, known as functional connectivity, can help
distinguish the task being performed (Gonzalez-Castillo et al., 2015). In language models, functional
networks have similarly been identified from groups of neurons that repeatedly become active together.
Suppressing selected networks impairs performance, whereas amplifying their activity can improve
performance on some tasks (Liu et al., 2025). Tasks in the same cognitive domain, such as language
or social reasoning, also share more task-relevant model neurons than tasks in different domains (Han
et al., 2026). Mechanistic circuit analyses complement this network perspective by examining how
individual model components affect later computation and the answer.

Circuit discovery identifies components and interactions that support specific model behaviors (Wang
et al., 2023; Conmy et al., 2023; Marks et al., 2025). Some interactions between earlier and later
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heads can also be predicted from their weight matrices (Merullo et al., 2024b). Interventions on
internal task representations can make a model perform a task on new inputs (Todd et al., 2024).
Attention heads also help identify possible output labels (Yang et al., 2026) and suppress information
that is irrelevant to the task (Cho et al., 2026). A central question remains: when the graph facts are
held fixed, does changing the task alter which facts the same components respond to and how their
outputs influence later components?
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Figure 1: Task-dependent computation with shared components. A. Same components, different
interactions. Brain networks motivate the hypothesis that shared model components support different
tasks through changes in their interactions. H1–H3 denote fixed attention heads in layer order; Res.
denotes a later residual-stream site. B. Measure task-dependent influence. Identical graph facts
yield True for Compose path and False for Read direct edge: the path A → B → C exists, whereas
the direct edge A → C is absent. Under each instruction, source perturbations ±δ produce responses
at later sites that quantify influence, with intervening computation active. C. Change the internal
task state. An early activation edit changes h to h′ = h+∆task while the prompt and model weights
remain fixed. The vector ∆task is the mean activation under Read fact 2 minus the mean activation
under Read fact 1 on reference prompts. R1 and R2 denote two fixed attention heads. The schematic
illustrates an answer change from True (Fact 1) to False (Fact 2), while the written instruction remains
Read fact 1.

Here, we compare the same model components across tasks that use the same graph facts (Figure 1A).
For example, one task checks whether a path A → B → C exists, while another checks whether the
direct edge A → C exists (Figure 1B). We measure each component’s influence on later components
and its importance for the answer. An early activation edit in Gemma-2-9B and Qwen3-14B switches
the models between tasks that read different graph facts, while the task instruction and model
parameters remain fixed (Figure 1C). Our main findings are:

1. Influence changes with the task. Across the five models, changing the task changes the
influence pattern among the same selected components while the graph facts remain fixed.

2. Task context changes factual responses and influence. In Gemma and Qwen, factual
interventions affect the answer more strongly when the targeted graph fact is relevant to the
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task. An early activation edit also changes which graph facts the same heads respond to and
how their outputs influence later components, while the task instruction stays fixed.

3. Task context improves prediction of later responses. Within the same prompt, the
response map for the edited or unedited condition predicts a later head’s response to a
separate factual intervention more accurately than the average of the two maps. In Gemma
and Qwen fine-tuned on graph tasks, a fixed perturbation to an earlier head produces a larger
mean squared response in a later head when the targeted graph fact can affect the answer.

2 METHODS

2.1 TASKS AND MODELS

Each prompt gives three graph facts: whether the directed edges A → B, B → C, and A → C are
present or absent. The Compose path task checks whether A → B and B → C are both present,
forming the path A → B → C. The Read direct edge task checks whether A → C is present.
Both prompts in a pair use the same graph facts and the same response key, which maps True and
False to answer tokens. Only the task instruction changes. We call graphs for which the two tasks
require opposite answers opposite-answer graphs. This condition parallels incongruent trials in
human decision-making, where different task rules favor opposite choices from the same stimuli
(Figure 1B) (Moneta et al., 2023).

The internal task edits and response prediction use two tasks. Read fact 1 checks whether A → B is
present, and Read fact 2 checks whether B → C is present. The conditional-response analysis uses
an AND task: the answer is True only when B → C and A → C are both present. Each edge can
therefore affect the correct answer only when the other edge is present.

We measure influence in five open-weight models: Gemma-2-9B-it (Gemma Team, 2024), Qwen3-
14B (Yang et al., 2025), Llama-3.1-8B-Instruct (Grattafiori et al., 2024), and the 1.5B-Deep-Instruct
and 7B-Instruct variants of Falcon-H1 (Zuo et al., 2025). Model selection during development consid-
ered graph-task performance and the identification of attention heads with measurable contributions to
the answer. The five checkpoints span four model families and 1.5–14 billion parameters, allowing us
to examine whether task-dependent influence recurs across families and sizes. We compare influence
with component importance in Gemma, Qwen, Llama, and Falcon-H1-7B. Gemma and Qwen answer
the fact-reading prompts correctly without additional training, so we use these models for factual
interventions, internal task edits, and response prediction. The conditional-response analysis uses
Gemma and Qwen fine-tuned on graph tasks. Model parameters remain fixed during all activation
interventions. Within each analysis, we compare the same components across task conditions.

2.2 INFLUENCE AND IMPORTANCE

We measure influence and importance using three attention heads at increasing depths, H1–H3, and
one later residual-stream site, Res. (Figure 1B). Both measurements use activations at the final input
position, from which the model predicts the first answer token.

Influence is the signed response at a later site per unit source perturbation. Each site has a fixed task
direction estimated from activation differences between the two instructions on reference prompts.
Variation in the reference activations along this direction sets the scale: one standard deviation defines
one unit. We apply separate positive and negative shifts of two units (δ = 2) to each source head’s
output along its task direction. All intervening computation remains active, so the response includes
effects transmitted through other components. Importance is the decrease in the correct-answer logit
margin when a site’s full activation vector is replaced by its mean over reference prompts. The margin
m is the correct answer’s logit minus the alternative answer’s logit (Zhang & Nanda, 2024). For
prompt x, the two effects are:

Iij(x) =
z+j (x; i)− z−j (x; i)

2δ
, Pi(x) = m(x)−mreplace

i (x).

Here, z±j (x; i) denotes the standardized activation projection at recipient j after the positive or
negative perturbation at source i. The term mreplace

i (x) denotes the margin after replacement at site i.
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Figure 2: Task changes redistribute influence among shared components. A. Influence changes
with the task. Falcon-H1-1.5B shows different influence patterns under Compose path and Read
direct edge with identical graph facts. H1–H3 denote fixed attention heads in layer order; Res.
denotes a later residual-stream site. Arrow labels give mean influence in units of 10−3, and widths
indicate magnitude on a shared scale. Solid and dashed arrows denote positive and negative responses,
respectively. B. Where influence changes. Color shows the difference in influence (Read direct
edge minus Compose path) in four additional models. Each column is normalized to unit Euclidean
norm, showing where the task-dependent change is concentrated. C. Influence profiles rotate
more. Points show the angle between task profiles for the six influence values (filled) and four
component-importance values (open). Whiskers show 95% confidence intervals from 10,000 paired
bootstrap resamples of vocabulary groups.

For each task, we average the effects over matched opposite-answer prompts. The six mean influence
values and four mean replacement effects form the influence and importance profiles, respectively.
For either profile, the angle between task means measures change in the relative pattern of effects
(Appendix B.3). Each vocabulary group contains prompts that use the same names for the graph
nodes. Angles are reported in degrees with 95% confidence intervals from 10,000 bootstrap resamples
of vocabulary groups.

2.3 FACTUAL INTERVENTIONS AND DOWNSTREAM RESTORATION

Factual interventions change the residual activations associated with one graph fact. For example,
reference runs differ only in whether “A → B is present” or “A → B is absent.” The intervention
uses activation addition, which modifies a model’s activations using differences between reference
prompts (Turner et al., 2023). We add the resulting activation differences to the residual states
across the complete fact statement before a selected decoder layer. The same intervention is applied
under both task instructions, while the original prompt remains fixed. Answer effects are changes
in the logit difference between the labels representing True and False, with the sign reversed for
present-to-absent interventions. Positive effects favor True for an absent-to-present intervention
and False for a present-to-absent intervention. The two source controls each shuffle the activation
difference’s dimensions and randomly flip their signs, preserving its magnitude. The adjusted effect
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is the factual intervention’s effect minus the mean source-control effect. A task is relevant when its
correct answer depends on the targeted graph fact. Task selectivity is the adjusted effect under the
relevant task minus that under the irrelevant task.

Downstream restoration uses activation replacement to test how later residual activations contribute
to task selectivity (Vig et al., 2020; Zhang & Nanda, 2024). The factual intervention remains active
while selected residual activations at a later layer are replaced with their values from the same prompt
without the intervention. The two restoration controls each shuffle the dimensions and randomly
flip the signs of the difference between the original and intervened downstream states, preserving
its magnitude. We apply restoration and both restoration controls separately to runs with the factual
intervention or either source control. The downstream contribution is the reduction in task selectivity
under restoration minus the mean reduction under the restoration controls.

2.4 INTERNAL TASK EDITS AND HEAD CONTRIBUTIONS

Internal task edits test how changes in task context affect factual responses and downstream influence
while the written prompt remains fixed (Figure 1C). The edit is a task-vector intervention, following
work showing that internal task representations can induce task behavior (Hendel et al., 2023; Todd
et al., 2024). The state h contains residual activations before a selected decoder layer, covering
the instruction position specifying which fact to read and all following input positions. The task
vector ∆task is the mean reference activation for Read fact 2 minus that for Read fact 1, following
contrastive activation addition (Rimsky et al., 2024). We add it to h under Read fact 1 and subtract
it under Read fact 2. The reference graphs require the same answer under both instructions. The
displacement remains fixed across changes to the graph facts.

A   Task-selective factual effects B   Downstream contribution

Figure 3: Later activations support task-selective factual effects. A. Task-selective factual effects.
Cells show task selectivity in Gemma-2-9B and Qwen3-14B: the control-adjusted answer effect under
the relevant instruction minus that under the irrelevant instruction. The edges A → B and B → C
are relevant to Compose path, whereas A → C is relevant to Read direct edge. B. Downstream
contribution. The factual intervention remains active while selected later residual activations are
restored to their values from the same prompt without the intervention. Points show the reduction in
task selectivity under restoration minus the mean reduction under restoration controls. Brackets in A
and whiskers in B show pointwise 95% confidence intervals from 10,000 paired bootstrap resamples
of vocabulary groups.

For each vocabulary group, Ef is the mean squared distance between a head’s outputs for paired
prompts with fact f absent and present. The instruction and other facts are fixed within each pair, and
outputs are measured at the final input position. Each fact’s response share is Ef/

∑︁3
g=1 Eg, with

all three facts included in the denominator. An analysis of all attention heads measures how the edit
changes the balance between responses to the alternative and originally requested facts:

Q =
(Eedit

alt − Eedit
orig)− (Eunedited

alt − Eunedited
orig )∑︁3

f=1(E
unedited
f + Eedit

f )
.
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The influence analysis follows the same four selected sites before and after the task edit. The fixed
factual directions used to perturb source heads and measure recipient responses are estimated from
present-minus-absent reference activations under each fact-reading instruction. The responses for
the two factual directions are averaged to form a six-pair influence profile. Its target is the unedited
profile under the alternative instruction with the same graph facts. The sum of squared differences
across the six influence values measures distance to this target. We compare distances before the edit,
under the task edit, and under two random early edits.

Individual head restoration tests how H2 and H3 contribute to the answer after the task edit. Each
head is restored to its output from the same prompt without the edit, while the early edit remains
active. On graphs where the two instructions require opposite answers, the restoration effect is
the increase in the logit margin for the answer required by the written instruction. The adjusted
restoration effect is the restoration effect minus the mean effect of two random changes to the head’s
output. The controlled contribution is the adjusted effect under the task edit minus the mean adjusted
effect under the two random early edits.

B    Shifts grow with depthA    Same heads, different facts

C    Influence shifts toward the target D    Individual head restoration

Figure 4: Internal task edits redirect factual responses and influence. Released Gemma-2-9B
and Qwen3-14B weights remain fixed during all interventions. A. Same heads, different facts.
Cells show mean response shares at fixed heads H2 and H3 before and after the early edit, with the
written instruction held at Read fact 1. Shares are normalized over squared head-output responses
to changes in all three facts. B. Shifts grow with depth. Dots show each head’s mean factual-
reassignment score, and lines show layer medians across all 672 Gemma heads and 1,600 Qwen
heads. Dashed lines mark the edit layer. C. Influence shifts toward the target. Squared distances
compare the six-pair influence profile with the unedited profile under the alternative instruction. Thin
lines represent vocabulary groups, and thick lines show means. D. Individual head restoration.
Points show control-adjusted increases in the original-answer margin, in logits, after individual H2 or
H3 restoration while the early edit remains active. Whiskers show approximate simultaneous 95%
confidence intervals.
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2.5 PREDICTION AND CONDITIONAL RESPONSES

In the tested Gemma and Qwen models, we use responses to controlled H2 perturbations to predict
how a factual intervention at the same head affects the downstream head H3. For each prompt and
factual direction k, we subtract the output under the negative H2 perturbation from the output under
the positive perturbation. The resulting differences are ak at H2 and bk at H3. The response map
averages the two directional maps:

M =
1

2

2∑︂
k=1

bka
⊤
k

∥ak∥22
.

The unedited and task-edited runs provide one map each for the same prompt. A separate factual
intervention replaces H2’s output with its value from a reference run in which one graph fact has
changed. We compare predictions from the map for the current internal context and the average of
the two maps, using the same measured H2 displacement. Prediction error is the squared distance
between the predicted and observed H3 output changes.

The conditional-response analysis changes factual relevance under AND while keeping the H2
displacement fixed in the fine-tuned Gemma and Qwen models. We derive the displacement from
H2’s output difference when the targeted edge changes from absent to present while the other edge
is absent. The same displacement is added at H2 with the other edge either present or absent. The
targeted edge is initially absent in both contexts, so both prompts require False before intervention.
Response strength is the squared change in H3’s output relative to its unperturbed value in each
context. One control permutes the displacement’s dimensions and the other randomly flips their
signs, preserving the magnitude in both cases. The controlled effect is the relevant-minus-irrelevant
response difference minus the mean corresponding difference under the permutation and sign-flip
controls.

3 RESULTS

3.1 TASK CHANGES REDISTRIBUTE INFLUENCE

A perturbation of the same head produces different downstream responses under the two task
instructions, with the graph facts held fixed. In Falcon-H1-1.5B, H1’s mean influence on H2 changes
from −0.0145 under Compose path to 0.00101 under Read direct edge (Figure 2A). The same
instruction change more than doubles H1’s influence on H3 (0.0107 to 0.0238), while reducing its
influence on the later residual site (0.0446 to 0.0346).

The largest influence changes in the four additional models involve H2 (Figure 2B). H2’s influence on
H3 increases from Compose path to Read direct edge in Gemma-2-9B and Llama-3.1-8B. The same
instruction change reduces H2’s influence on the later residual site in Qwen3-14B and Falcon-H1-7B.

Component importance provides a second view of the task change: how much each selected
site contributes to the answer. With the residual site included, the six-entry influence pro-
files rotate more between tasks than the four-site importance profiles in all four models (Fig-
ure 2C). The paired influence-minus-importance angle differences are 30.17◦ [25.54◦, 34.81◦]
in Gemma and 11.98◦ [5.35◦, 26.42◦] in Qwen. The differences in Llama and Falcon-H1-7B are
14.22◦ [3.53◦, 48.22◦] and 0.83◦ [0.07◦, 3.51◦], respectively. All four Bonferroni-adjusted bootstrap
intervals exclude zero, with approximate simultaneous 95% coverage. The residual site contributes
97.8–99.95% of the importance profiles’ squared norm. In an exploratory comparison restricted to
the three heads, influence angles are smaller than importance angles in Gemma and Falcon-H1-7B
and larger in Qwen and Llama. A small importance angle does not imply little change in absolute
answer effects.

3.2 LATER ACTIVATIONS SUPPORT TASK-SELECTIVE FACTUAL EFFECTS

Factual interventions have stronger control-adjusted answer effects when the targeted fact deter-
mines the required answer (Figure 3A). For A → B, B → C, and A → C, task selectivity in
Gemma-2-9B is 13.14 [12.52, 13.68], 14.14 [13.39, 14.90], and 17.24 [16.81, 17.73] logits, respec-
tively. The corresponding effects in Qwen3-14B are 36.47 [35.24, 37.86], 37.57 [35.93, 39.04], and
52.46 [50.83, 54.36] logits.
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Downstream restoration reduces task selectivity more than the restoration controls for all three
facts in both models (Figure 3B). In the same edge order, the control-adjusted reductions are
6.87 [6.28, 7.39], 5.96 [5.52, 6.37], and 8.60 [7.97, 9.33] logits in Gemma. The reductions in
Qwen are 35.21 [33.97, 36.59], 36.26 [34.68, 37.64], and 51.30 [49.74, 53.08] logits. Bonferroni-
corrected bootstrap intervals exclude zero for all selectivity and restoration effects, with approximate
simultaneous 95% coverage.

3.3 INTERNAL TASK EDITS REDIRECT FACTUAL RESPONSES AND INFLUENCE

An early activation edit redirects factual responses in Gemma-2-9B and Qwen3-14B. Our analysis uses
the induced task switch to measure changes in fixed components’ factual responses and downstream
influence. Across both edit directions, each model switches to the alternative instruction’s answer on
all 512 opposite-answer prompts and preserves the correct answer on all 512 same-answer prompts.
Both random early edits preserve the original answers on all 1,024 prompts per model. Under the
written Read fact 1 instruction, H2 and H3 become most responsive to Fact 2 (Figure 4A). Fact 2’s
response share increases by 78.9 [78.5, 79.4] percentage points at H2 and 97.1 [96.8, 97.4] at H3
in Gemma. Qwen’s corresponding increases are 68.7 [67.5, 69.7] and 91.8 [91.1, 92.6] percentage
points. All four corrected bootstrap intervals exclude zero, with approximate simultaneous 95%
coverage. Across all attention heads, both models meet the criterion of positive median reassignment
in all three prespecified post-edit depth bands, including after adjustment for random early edits
(Figure 4B). Late-band medians are 0.933 [0.930, 0.935] in Gemma and 0.850 [0.847, 0.854] in
Qwen, with pointwise 97.5% bootstrap intervals.

Mean squared distance to the unedited influence profile under the alternative instruction falls by 93.2%
in Gemma and 76.7% in Qwen after the edit (Figure 4C). Mean distances are also lower than under
the random early edits in both models. Individual head restoration produces small control-adjusted
increases in the original-answer margin while the early edit remains active (Figure 4D). The H2
and H3 effects are 0.203 [0.190, 0.216] and 0.288 [0.284, 0.292] logits in Gemma, respectively.
Qwen’s corresponding effects are 0.299 [0.238, 0.359] and 0.661 [0.598, 0.724] logits. All four
approximate simultaneous 95% intervals exclude zero. Relative to the mean edit-induced margin
shift, the restoration effects are 1.13% [1.08%, 1.18%] and 1.61% [1.59%, 1.62%] in Gemma, and
0.62% [0.54%, 0.70%] and 1.37% [1.29%, 1.46%] in Qwen.

Gemma-2 9B Qwen3 14B
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Figure 5: Context shapes prediction and downstream responses. A. Task-specific prediction.
Response maps in released Gemma-2-9B and Qwen3-14B predict the H3 output change caused by
a separate factual intervention at H2. Errors are divided by each model’s mean error for predicting
no H3 change, shown by the dashed line at 1. Thin lines join paired vocabulary means, and thick
lines show overall means. Percentages give reductions in mean squared error relative to the averaged
map. B. Relevance strengthens responses. Gemma and Qwen fine-tuned on graph tasks receive the
same H2 displacement in the relevant and irrelevant contexts under AND. Both axes show squared
H3 responses divided by the model’s mean response in the irrelevant context. Circles represent
vocabulary means, diamonds show overall means, and the dashed diagonal marks equal responses.
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3.4 CONTEXT SHAPES PREDICTION AND DOWNSTREAM RESPONSES

Within the same prompt, the map for the current internal context predicts factual responses more
accurately than the average of the unedited and task-edited maps (Figure 5A). Mean squared error
falls by 53.6% in Gemma-2-9B and 5.0% in Qwen3-14B. In fine-tuned Gemma and Qwen, the same
H2 displacement produces stronger H3 responses when the targeted fact is relevant under AND
(Figure 5B). The relevant-to-irrelevant ratios of mean squared H3 responses are 1.40 [1.31, 1.51]
in Gemma and 1.53 [1.34, 1.74] in Qwen. Both corrected bootstrap intervals exclude 1, with
approximate simultaneous 95% coverage.

4 DISCUSSION

Here we have shown that shared components can change both which facts they respond to and
how they influence later computation. Influence and answer importance provide complementary
descriptions of component roles, as their relative patterns change by different amounts across tasks.
In Gemma and Qwen, an early activation edit shifts factual responses and influence while the written
instruction remains fixed. The measured roles therefore depend on the model’s internal task state.
This dependence also matters for prediction: response maps matched to the current state predict
downstream factual effects more accurately within the same prompt.

Network interpretation. Our findings suggest that a shared component’s role depends on the state
of the network receiving its output. Interventions on reusable inhibition circuits can change which
tokens later heads select, providing a mechanistic account of how one component shapes another’s
computation (Merullo et al., 2024a). Communication between layers can also rely on a few directions
in the residual stream that carry features read by later layers (Merullo et al., 2024b). In fine-tuned
Gemma and Qwen, the surrounding facts change the downstream response to an identical head
displacement. The mean squared response is larger when the targeted fact determines the AND
answer. A related principle appears in recurrent models of context-dependent decisions, where
network dynamics determine how the same sensory input contributes to a choice (Mante et al., 2013).
Both settings illustrate how context shapes information processing within a shared network. In the
brain, a region’s task-related activity can be predicted from activity in other regions weighted by
resting-state functional connectivity (Cole et al., 2016). In Gemma and Qwen without additional
training, task-specific maps improve prediction of downstream responses within the same prompt
(Figure 5A). Task context therefore helps explain how an intervention propagates, even when the
intervened component and its imposed change remain fixed.

Applicability and scope. The graph setting makes factual relevance explicit, allowing comparisons
that keep the available information fixed while changing how it should be used. Here, each influence
value describes a response transmitted through the intervening network, including components outside
the selected sites. Its interpretation is tied to the chosen activation direction and perturbation size.
Our prediction analysis uses the measured source displacement and a response map estimated for
the same prompt, so the improvement shows the benefit of matching the internal task state within
that setting. The conditional-response finding applies to Gemma and Qwen fine-tuned on graph tasks
and evaluated under the AND instruction. Factual interventions, internal task edits, and response
prediction use Gemma and Qwen without additional training.

Future directions. A central question is whether influence measurements can predict responses
beyond the prompts on which they were estimated. Response maps could be evaluated on new
graphs and instructions without recalibration for each prompt, testing how much of the measured
interaction is shared across contexts. A finer description of the components may help explain which
interactions transfer. Sparse feature circuits trace causal interactions among interpretable activation
features (Marks et al., 2025). Sparse approximations of feedforward layers also allow interactions
between features to be traced through those layers (Dunefsky et al., 2024). The comparison of
features across tasks could reveal whether a shared head uses different features or whether shared
features have different effects on later computation. The same distinction could be examined in longer
passages, where factual relevance depends on several statements and intermediate reasoning steps.
These extensions would test whether context-dependent interactions can predict which information
contributes to an answer as task demands change.
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AI USE DISCLOSURE

In this work, we used generative AI tools for initial literature review, code assistance and updating
parts of the manuscript to have better readability. We have reviewed all AI-assisted works including
the initial literature review, and the code was verified and tested for correctness. We take responsibility
for the final content of this work, including text, claims or artifacts produced with the aid of generative
AI.

REPRODUCIBILITY STATEMENT

The experimental setup and measurements are described in Section 2, with graph construction, prompt
examples, and evaluation sets in Appendix A. Appendices B–F provide the component-selection
procedures, intervention and control definitions, response-prediction methods, and fine-tuning settings.
Appendix G describes the aggregation procedures and statistical uncertainty estimates. The code for
all the experiments and analyses in the paper will be released following the review process.
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APPENDIX: SUPPLEMENTARY METHODS AND RESULTS

A TASKS, PROMPTS, AND EVALUATION SETS

A.1 TASK CONSTRUCTION AND PROMPT EXAMPLES

Each prompt contains a graph description, a task instruction, and an answer rule. The symbols
A,B,C stand for node names, with each vocabulary group using one set of names. The three edges
can each be present or absent, giving eight possible graphs. The instruction determines the required
True or False answer. The examples below use a response key that maps the answer to A or B, with a
reversed key exchanging the labels. The influence–importance analysis instead uses Yes/No labels
(Appendix A.2). Paired task prompts preserve the graph description and response key, so only the
requested task changes. The factual-intervention analysis also uses two fact wordings: “A → B:
absent” and “There is no edge from A to B”. The graph facts, task question, and response key remain
the same across the two wordings.

For Compose path and Read direct edge, four graphs require opposite answers and four require the
same answer. The opposite-answer graphs have a complete path without the direct edge, or the direct
edge without a complete path. For the two fact-reading instructions, the answers differ when one
requested edge is present and the other is absent. The remaining graphs have both requested edges
present or both absent. The following Compose path example requires A (True), since both path
edges are present.

System message

Evaluate the stated facts literally. Use only the
explicit graph facts and the requested operation.

User message

The directed graph has the following explicit edge
facts.

Pibepaka -> Kupepezi: present.

Pibepaka -> Karaduki: absent.

Kupepezi -> Karaduki: present.

Are both Pibepaka -> Kupepezi and Kupepezi -> Karaduki
present?

Response key: A means true; B means false. Reply
with exactly A or B. Do not explain.

The paired Read direct edge prompt replaces only the question with “Is the explicit edge Pibepaka
-> Karaduki present?” The correct response becomes B (False), since the direct edge is absent.

The internal-edit and response-prediction prompts number the graph facts and place the response key
before the question. The following Read fact 1 example uses the same system message. The paired
Read fact 2 prompt changes only 1 to 2 in the question, changing the correct response from A to B.
The fact numbers remain attached to the same edges when the statements are reordered.

User message

Each numbered fact gives the presence or absence of
one directed edge.

Fact 1: Perepoda -> Botageto is present.

Fact 2: Botageto -> Kubeluso is absent.

Fact 3: Perepoda -> Kubeluso is absent.

Response key: A means true; B means false. Reply
with exactly A or B. Do not explain.

Question: Is the edge in Fact 1 present?

13
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The conditional-response analysis uses an AND question about two selected edges. The example
below uses the same system message and requires B (False), since the first selected edge is absent.
The paired context changes only Netiralu -> Pisigoli: present. to Netiralu ->
Pisigoli: absent. Both contexts require False before intervention, but the answer depends
on the first selected edge only when the second is present.

User message

The directed graph has the following explicit edge
facts.

Netiralu -> Pefumoka: present.

Pefumoka -> Pisigoli: absent.

Netiralu -> Pisigoli: present.

Selected pair:

First edge: Pefumoka -> Pisigoli.

Second edge: Netiralu -> Pisigoli.

Are both selected edges present?

Response key: A means true; B means false. Reply
with exactly A or B. Do not explain.

Across the eight graphs, each fact-reading task requires four True and four False answers. Compose
path and the AND task require True on two graphs and False on six. Both response keys appear
for every graph and instruction, so the required A and B outputs are equally frequent despite the
imbalance in truth values.

A.2 MODEL CHECKPOINTS AND INPUT FORMATTING

Each model uses a fixed checkpoint revision and its accompanying tokenizer. Gemma receives the
system instruction and graph prompt in a single user message, while Qwen, Llama, and both Falcon-
H1 variants receive separate system and user messages. Qwen uses enable thinking=False
to disable thinking mode. Answer effects use the first answer token’s logits, with Yes/No for the
influence–importance analysis and A/B for the remaining analyses. Each label occupies one token at
the answer position. For coded answers, the True-minus-False margin follows the response key, so a
positive margin favors True under either mapping.

A.3 CALIBRATION AND EVALUATION SETS

For the influence and importance analyses, four vocabulary groups per model supply the reference
activations for directions, perturbation scales, and mean replacement states. Figure 2 uses eight
additional groups for Falcon-H1-1.5B and 16 for each remaining model. Each evaluation group con-
tributes eight opposite-answer prompts, four per instruction. The influence–importance comparison
uses the same 128 prompts for both measurements within each of its four models.

The factual-intervention analysis uses the same 12 vocabulary groups for Gemma and Qwen (Figure 3).
Each group contains 192 prompts across eight graphs, two instructions, two response keys, three
assignments of node names, and two fact wordings. Effects are averaged across the two wordings
within each group before estimating uncertainty.

The internal-edit and response-prediction analyses share 16 evaluation vocabulary groups in Gemma
and Qwen (Figures 4A, 4C, 4D, and 5A). Each group contains 64 prompts covering all eight graphs,
both fact-reading instructions, both response keys, and two statement orders. Four separate groups
provide reference activations for the task vector and factual directions. Head restoration uses the
32 opposite-answer prompts within each evaluation group. The all-head analysis uses separate sets
of 16 additional groups for each model (Figure 4B). Each group contains 32 prompts covering all
eight graphs, both fact-reading instructions, and both response keys in a single statement order. The
analysis includes all 672 Gemma heads and 1,600 Qwen heads.

The conditional-response analysis uses 16 additional vocabulary groups shared by the fine-tuned
Gemma and Qwen models (Figure 5B). The AND instruction refers to B → C and A → C, with
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each edge targeted in turn. Each group contributes 32 paired comparisons covering both targeted
edges, two wordings, both response keys, two statement orders, and both states of the remaining
edge.

A.4 BASELINE TASK PERFORMANCE

For Figure 2, a baseline answer is correct when the required label has a higher logit than the alternative.
Gemma answers 119/128 prompts correctly, Qwen 125/128, and Llama 116/128. The Falcon-H1
models score 57/64 for the 1.5B variant and 128/128 for the 7B variant. All prompts remain in the
intervention analyses, including those with incorrect baseline answers.

For Figure 3, correctness requires the highest-logit token to match the specified answer label. Across
both instructions and fact wordings, Gemma answers 2,284/2,304 prompts correctly (99.1%) and
Qwen 2,257/2,304 (98.0%). Both models answer all 1,024 fact-reading prompts correctly before the
interventions in Figures 4A, 4C, 4D, and 5A. Each model also answers all 512 prompts correctly in
the separate all-head evaluation (Figure 4B).

Figure 5B contains 768 distinct baseline prompts per model, all requiring False. Fine-tuned Gemma
answers 767/768 correctly (99.9%), and Qwen 765/768 (99.6%). Each prompt is counted once,
including prompts used in comparisons for both targeted edges.

A separate validation set covers all eight graph configurations for AND on B → C and A → C, using
four additional vocabulary groups. Gemma answers all 64 True and 192 False prompts correctly.
Qwen answers 62/64 True and 192/192 False prompts correctly. These counts pool both fact wordings,
response keys, and statement orders.

B INFLUENCE AND COMPONENT IMPORTANCE

B.1 COMPONENT LOCATIONS AND SELECTION

H1–H3 label attention heads in order of increasing depth. Each head is measured immediately before
the attention output projection, and the residual-stream site is measured at the input to a later decoder
layer. All sites use the final input position, with layer and head indices starting at zero. The selected
sites are:

• Gemma-2-9B-it: heads at (layer 1, head 6), (layer 26, head 9), and (layer 32, head 7). The
residual site is at layer 34.

• Qwen3-14B: heads at (layer 1, head 1), (layer 24, head 17), and (layer 32, head 13). The
residual site is at layer 34.

• Llama-3.1-8B-Instruct: heads at (layer 0, head 7), (layer 20, head 13), and (layer 24, head
27). The residual site is at layer 28.

• Falcon-H1-1.5B-Deep-Instruct: heads at (layer 26, head 0), (layer 40, head 4), and (layer
48, head 4). The residual site is at layer 52.

• Falcon-H1-7B-Instruct: heads at (layer 1, head 8), (layer 28, head 6), and (layer 34, head
3). The residual site is at layer 39.

For Gemma, Qwen, Llama, and Falcon-H1-7B, candidate selection divides the model’s layers into
three depth ranges. Within each range, heads are ranked by the standardized separation between
reference activations for prompts requiring True and False answers. The direction is fitted on three
vocabulary groups and evaluated on the fourth, with each group omitted in turn. The four highest-
ranked heads from each range form the candidate set. Candidate trios contain one head from each
range and span at least one quarter of the model’s layer-index range.

Selection evaluates the effect of removing the activation projection along each head’s reference
answer direction. Two random perturbations provide controls with the same magnitude and directions
orthogonal to the answer direction. For a set of heads S, damage D(S) is the mean correct-answer
margin under the controls minus the margin under projection removal. Head i contributes

Ci(S) = D(S)−D(S−i),
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where S−i contains the other two heads. An eligible trio has positive damage in all four vocabulary
groups. At least two heads must have positive mean additional contributions, with positive contribu-
tions in at least three groups. The second-largest contribution is calculated within each group and
then averaged across groups. The trio with the largest mean is selected, with mean damage resolving
ties. This criterion favors trios with more than one contributing head.

Residual-site candidates lie two to eight layers after H3, bounded by the final decoder layer. The
selected site has the largest standardized separation between task instructions, evaluated by leaving
out one reference vocabulary group at a time. Its task direction removes the pooled answer direction,
as defined below.

B.2 REFERENCE DIRECTIONS AND ACTIVATION SCALES

Reference activations define a common direction and scale at each site under both instructions. For
site i, µi,t,y is the mean activation under task t with correct semantic answer y. The initial task
direction averages the instruction difference separately for the two answer classes:

ri =
1

2

∑︂
y∈{False,True}

(µi,direct,y − µi,path,y) .

The pooled True-minus-False mean activation difference defines a unit answer direction âi. The
normalized task direction is

ui =
ri − (r⊤i âi)âi⃦⃦
ri − (r⊤i âi)âi

⃦⃦
2

.

This adjustment removes the component along one linear answer direction. Other forms of answer
information can remain in the activations.

The reference mean h̄i centers each activation, and the sample standard deviation si of its reference
projections sets the scale. The standard deviation uses denominator N − 1 for N reference prompts.
The resulting coordinate is

zi(x) =
u⊤
i

(︁
hi(x)− h̄i

)︁
si

.

One unit corresponds to one standard deviation of the reference projections. The directions, means,
and scales remain the same under both instructions.

B.3 INTERVENTIONS AND TASK PROFILES

The source interventions are h±
i (x) = hi(x) ± 2siui, applied only to the selected head at the

final input position. Influence is calculated from the recipient coordinates using the definition in
Section 2.2. The denominator of four reflects the separation between the positive and negative source
shifts. The sign indicates whether a positive source shift moves the recipient along or against its task
direction. All intervening computation remains active, so the response includes transmission through
other components. The measurement concerns a finite perturbation range rather than an infinitesimal
derivative or an isolated direct connection.

Importance replaces the selected head’s full output vector, or the full residual vector, with h̄i and
allows the remaining activations to respond. The margin decrease follows Section 2.2. Negative
values are retained when replacement increases the correct-answer margin. Within each task, effects
are averaged over prompts within a vocabulary group and then equally across groups. The six
influence entries are ordered as H1→H2, H1→H3, H1→Res., H2→H3, H2→Res., and H3→Res.
The four importance entries follow H1, H2, H3, and Res. Both measurements use identical evaluation
prompts within each model.

For either profile v, the angle between task means is

θ(v) = arccos

(︄
v⊤
pathvdirect

∥vpath∥2 ∥vdirect∥2

)︄
.

The profile angle compares relative patterns rather than absolute magnitudes. A uniform positive
rescaling leaves the angle unchanged, so a small angle does not require similar absolute effects.
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Figure 2B instead shows the between-task influence difference normalized within each model:

ˆ︂∆I =
Idirect − Ipath

∥Idirect − Ipath∥2
.

The normalization shows which site pairs account for the change within a model.

B.4 CONTRIBUTION OF THE RESIDUAL SITE TO PROFILE ORIENTATION

The later residual site has a larger mean replacement effect than any selected head. Across the
four models in Figure 2C and both instructions, its squared effect accounts for 97.8–99.95% of the
importance profile’s squared norm. This proportion describes the measured four-site vector, rather
than a fraction of the model’s total computation. In Gemma, the residual replacement effect is 8.04
[7.80, 8.28] logits under Compose path and 3.31 [2.54, 4.01] under Read direct edge. The paired
decrease is 4.73 [3.98, 5.60] logits, with an interval that excludes zero. The four-site importance
angle is 4.15◦ [1.51◦, 8.18◦]. All intervals have approximate simultaneous 95% coverage. The small
angle reflects the residual site’s continued dominance despite the change in effect size.

The exploratory head-only comparison excludes the residual site from both profiles. The influence
profile contains H1→H2, H1→H3, and H2→H3, while the importance profile contains the replace-
ment effects for H1, H2, and H3. The influence and importance angles are 0.48◦ and 1.17◦ in
Gemma, 30.91◦ and 9.42◦ in Qwen, 13.48◦ and 4.89◦ in Llama, and 8.50◦ and 12.65◦ in Falcon-H1-
7B. These are descriptive point estimates; all four pointwise 95% paired bootstrap intervals for the
angle differences include zero. Figure 2C uses the full profiles, with six influence values and four
importance values including the residual site.

C FACTUAL INTERVENTIONS AND DOWNSTREAM RESTORATION

C.1 FACTUAL ACTIVATION DIFFERENCES

The factual interventions in Figure 3 act at the input to decoder layer 12 in both Gemma and Qwen.
The changed residual activations span the complete fact statement, including the node names, relation,
and presence or absence statement. A reference pair differs only in the targeted fact, for example:

Pibepaka -> Kupepezi: present.
Pibepaka -> Kupepezi: absent.

Both reference prompts use Compose path with A for True and B for False. The other facts, node
names, and statement order remain identical. Each graph and wording has its own reference pair,
with aligned statement positions.

For fact f , Href
f and Hflip

f contain the residual vectors across the original and changed statements.
Their difference supplies the intervention:

∆f = Hflip
f −Href

f , H ′
f,t = Hf,t +∆f ,

where t denotes the task instruction. The same displacement is applied under both instructions and
response keys while the written prompt remains fixed. Two source controls each combine a random
permutation of the displacement’s dimensions with random sign flips. Each transformation preserves
the Euclidean magnitude at every intervened position.

C.2 ANSWER EFFECTS AND TASK SELECTIVITY

The answer score qt is the logit for the label representing True minus the logit for the label representing
False. Its orientation follows the response key when the meanings of A and B are exchanged. For
source variant v, the signed answer effect is

E
(v)
f,t = σf

(︂
q
(v)
f,t − qbaset

)︂
,

where σf = +1 for an absent-to-present intervention and −1 for a present-to-absent intervention.
The superscript base denotes the unaltered run, and v denotes the factual displacement or either
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source control. Positive effects favor True for an absent-to-present intervention and False for a
present-to-absent intervention. The adjusted effect subtracts the mean source-control effect:

˜︁Ef,t = E
(fact)
f,t −

E
(control 1)
f,t + E

(control 2)
f,t

2
.

Task selectivity compares the adjusted effects under the relevant and irrelevant instructions:

Tf =
⟨︂ ˜︁Ef,relevant

⟩︂
−
⟨︂ ˜︁Ef,irrelevant

⟩︂
.

For A → B, both task conditions use graphs with B → C present. The Compose path answer then
depends on A → B, while the Read direct edge answer is independent of that edge. The B → C
intervention uses the same comparison with A → B present. For A → C, Read direct edge is
relevant and Compose path is irrelevant across all graph states.

C.3 LATER ACTIVATION RESTORATION

Downstream restoration replaces later residual activations with their values from an unaltered run
of the same prompt. The factual intervention or source control remains active at layer 12. The
restoration layer is 23 in Gemma and 32 in Qwen. The restored positions cover either the complete
task question or the response-key span. The latter extends from the end of the question through the
final input position, including the answer mapping and response instructions. Both spans are disjoint
from the graph-fact statements. Figure 3B uses the response-key span.

For source variant v, the restoration displacement is

∆
(v)
restore = Hbase

later −H
(v)
later.

Two restoration controls each permute the dimensions of this displacement and randomly flip their
signs. For each source variant, we apply the original restoration displacement and its two randomized
versions to the corresponding later state in separate runs.

Task selectivity is recalculated under each downstream condition, retaining the source-control ad-
justment in Section C.2. The quantities T intact

f , T restore
f , and T

(k)
f denote selectivity without a

downstream intervention, under restoration, and under restoration control k. The controlled contribu-
tion is

Df =
(︁
T intact
f − T restore

f

)︁
− 1

2

2∑︂
k=1

(︂
T intact
f − T

(k)
f

)︂
.

For Gemma’s A → B intervention, task selectivity is 13.14 [12.72, 13.52] logits without a down-
stream intervention. Selectivity falls to 6.43 [6.06, 6.83] under restoration and averages 13.30
[12.88, 13.68] under the restoration controls. The three intervals are pointwise 95% confidence inter-
vals. The difference between the mean control and restoration values gives a controlled contribution
of 6.87 [6.28, 7.39] logits. Its corrected 95% confidence interval excludes zero. This effect measures
the reduction beyond the restoration controls and includes transmission through intervening model
components. Figure S1 shows the factual effects and restoration comparisons alongside their controls
for all three targeted facts.

D INTERNAL TASK EDITS AND FACTUAL RESPONSES

D.1 CONSTRUCTION OF THE TASK EDIT

The internal edit changes residual activations before layer 12 in Gemma and Qwen, from the
instruction position specifying which fact to read through the final input position. For example, the
paired questions differ only in the number in “Is the edge in Fact 1 present?” and “Is the edge in
Fact 2 present?” Reference pairs require the same answer under both instructions. Facts 1 and 2
are therefore either both present or both absent, while Fact 3 takes both possible values. The mean
activation difference is

∆task = ⟨HRead fact 2 −HRead fact 1⟩ ,
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Signed answer effect (logits)
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Path edge B	→ C Path edge B	→ C

Direct edge A	→ C Direct edge A	→ C

Gemma-2 9B Qwen3 14B
Compose path Read direct edge

A    Factual effects follow task relevance

Path edge A	→ B Path edge A	→ B

Path edge B	→ C Path edge B	→ C

Direct edge A	→ C Direct edge A	→ C
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Control 1
Control 2

No restoration

Restore
Control 1
Control 2

No restoration
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Control 1
Control 2

No restoration
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Task selectivity (logits)

Gemma-2 9B Qwen3 14B

B    Restoration reduces task selectivity

Figure S1: Source controls and downstream restoration. A. Factual effects follow task relevance.
Points show signed answer effects of factual interventions and two source controls under Compose
path and Read direct edge, before source-control subtraction. Positive effects favor True for an
absent-to-present intervention and False for a present-to-absent intervention. B. Restoration reduces
task selectivity. Task selectivity is shown without a downstream intervention, under restoration of
the original response-key activations, and under two restoration controls. Every estimate in panel
B includes the source-control adjustment, recalculated for that downstream condition. The factual
intervention remains active during restoration. Each source or restoration control combines a random
permutation of the displacement’s dimensions with random sign flips, preserving its magnitude at each
intervened position. Both panels use the models, prompts, and intervention sites from Figure 3. Points
show means over 12 vocabulary groups, with both wordings averaged within each group. Whiskers
show pointwise 95% confidence intervals from 10,000 paired bootstrap resamples of vocabulary
groups.

where H contains the residual vectors across the edited positions. The average gives equal weight to
vocabulary groups, statement orders, response keys, and answer classes. The edit adds ∆task under
Read fact 1 and subtracts it under Read fact 2, without additional scaling. The displacement remains
fixed across changes to the graph facts.

Two random early edits match both the displacement magnitude and the resulting-state magnitude.
The residual vectors across the edited positions are concatenated for this calculation. Each control
preserves the component of the task displacement parallel to the original state and randomizes the
orthogonal component while preserving its length. The matching applies across the complete edited
span.

D.2 RESPONSES TO INDIVIDUAL FACTS

Factual responses compare head outputs for paired prompts that differ in the presence or absence of
one graph fact. The instruction, response key, statement order, and other facts remain fixed within
each pair. Both prompts receive the same task displacement under the edited condition. For head i,
fact f , and condition e, response energy is

E
(e)
i,f =

⟨︃⃦⃦⃦
h
(e)
i (xf=1)− h

(e)
i (xf=0)

⃦⃦⃦2
2

⟩︃
.

Outputs are measured before the attention output projection at the final input position. The average
includes factual pairs within a vocabulary group and written instruction. The normalized share follows
Section 2.4, with all three facts in the denominator and zero shares for an exactly zero denominator.
Shares are calculated within each vocabulary group before averaging across groups. Figure 4A shows
H2 and H3 under Read fact 1. The displayed shares for Facts 1 and 2 need not sum to one because
Fact 3 also contributes. The shares describe relative sensitivity, while the unnormalized energies
measure the absolute response to each fact. Figure S2 extends the fixed-head comparison to all three
facts, both edit directions, and both random early edits.
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Table S1 reports absolute responses before and after the task edit under Read fact 1, averaged over 16
vocabulary groups.

Table S1: Absolute factual-response energies. Entries show unedited → task-edited mean squared
head-output responses under Read fact 1, averaged over 16 vocabulary groups.

Model Head Fact 1 Fact 2 Fact 3
Gemma H2 81.638 → 8.427 6.459 → 83.450 3.773 → 5.242
Gemma H3 16.421 → 0.141 0.208 → 16.674 0.120 → 0.138
Qwen H2 23.356 → 2.930 3.812 → 22.692 2.665 → 2.250
Qwen H3 63.412 → 2.071 1.556 → 66.308 1.138 → 1.942
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Figure S2: Factual responses under both internal edit directions. Cells show each graph fact’s
share of squared head-output responses. Each share uses the sum over all three facts as its denominator
and is calculated within a vocabulary group and written instruction before averaging over the 16
groups from Figure 4A. The task edit targets Fact 2 under Read fact 1 and Fact 1 under Read
fact 2, while the written instruction remains fixed. The two random early edits match the task
edit’s displacement magnitude and resulting-state magnitude. The same H2 and H3 heads are used
throughout: H26.09 and H32.07 in Gemma, and H24.17 and H32.13 in Qwen, with zero-based layer
and head indices.

The all-head analysis uses the reassignment score Q defined in Section 2.4, calculated separately
for each head. Positive scores indicate a shift toward the alternative fact. The score lies between
−1 and 1, with zero assigned when the denominator is zero. Response energies pool both response
keys before normalization, and each head’s score is then averaged across both edit directions and
vocabulary groups. Figure 4B shows these head means and their median within each layer. The
plotted spread represents variation across heads. All 672 Gemma heads and 1,600 Qwen heads are
included.

The population comparison divides post-edit layers into three bands: 13–22, 23–32, and 33–41 in
Gemma, and 13–21, 22–30, and 31–39 in Qwen. Each band’s statistic is the median of its heads’
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mean reassignment scores. The control-adjusted score subtracts the mean score under the two random
early edits.

D.3 INFLUENCE BEFORE AND AFTER THE EDIT

The influence analysis uses the four Gemma and Qwen sites in Appendix B, with directions derived
from factual activation differences. Under Read fact 1, the reference direction at each site is the
mean activation difference between Fact 1 being present and absent. The second direction uses the
corresponding difference for Fact 2 under Read fact 2. For factual direction k, influence from source
i to recipient j is

I
(k)
ij =

(︂
u
(k)
j

)︂⊤ (︂
h+,k
j − h−,k

j

)︂
4s

(k)
j

.

Here, h+,k
j and h−,k

j are the recipient outputs after positive and negative source shifts along factual
direction k. The source shifts use the standardized two-unit procedure in Section 2.2. The recipient
direction and scale are u

(k)
j and s

(k)
j . The two directional estimates are averaged for each of the six

forward site pairs. All intervening computation remains active. The early edit is added to the ongoing
residual state, allowing an H1 perturbation to propagate into the layer-12 intervention.

Within each vocabulary group and written instruction, the mean six-pair profile is compared with the
unedited profile under the alternative instruction:

de =
⃦⃦
Ie − Ialternative

⃦⃦2
2
.

The target prompts have matching graph facts, response keys, and statement orders. Each profile
is averaged before its squared distance is calculated, and the two edit-direction distances are then
averaged within each vocabulary group. The random-edit comparison averages the distances for
the two controls after calculating each separately. Figure 4C reports the reduction as 100(1 −
⟨dtask⟩/⟨dunedited⟩), with equal weight to vocabulary groups in each mean.

D.4 INDIVIDUAL HEAD CONTRIBUTIONS

Head restoration replaces H2 or H3 with its output from the same prompt without an early edit. The
early intervention remains active, and the other head remains free to respond. The comparison uses
opposite-answer graphs, for which the written and alternative instructions require opposite answers.
For head i under early condition e, the restoration effect is

Ri,e = mrestore
i,e −me,

where me is the logit margin for the answer required by the written instruction. A positive effect moves
the margin toward that answer. Two random head changes match both the restoration-displacement
magnitude and the resulting-output magnitude, using the construction in Section D.1. The adjusted
effect is

Ai,e = Ri,e −
C

(1)
i,e + C

(2)
i,e

2
,

where C
(1)
i,e and C

(2)
i,e are the answer-margin changes under the head controls.

The adjustment is calculated under the task edit and each random early edit. The controlled contribu-
tion in Figure 4D is

Ki = Ai,task −
Ai,early control 1 +Ai,early control 2

2
.

This comparison accounts for random changes at both the early intervention site and the restored head.
Effects are averaged within each vocabulary group and edit direction, followed by equal averages
across directions and groups. On the same opposite-answer prompts, Gemma’s mean margin for the
written instruction’s answer changes from +8.99 [8.92, 9.05] to −8.97 [−9.04, −8.90] logits after
the task edit. Qwen’s mean margin changes from +24.10 [23.94, 24.25] to −24.13 [−24.29, −23.97]
logits. The paired shifts toward the alternative answer are 17.96 [17.82, 18.09] logits in Gemma and
48.23 [47.91, 48.54] in Qwen. All intervals have approximate simultaneous 95% coverage, and both
shift intervals exclude zero.
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E PREDICTION OF DOWNSTREAM FACTUAL RESPONSES

E.1 RESPONSE MAPS AND FACTUAL INTERVENTIONS

The response map in Section 2.5 uses the full H2 and H3 output differences under positive and
negative perturbations along two factual directions. Each prompt provides an unedited map and a
task-edited map, denoted Me for internal condition e. The selected heads are the H2 and H3 used in
Figure 4. A directional term contributes a zero map when its measured H2 difference is exactly zero.

The separate factual intervention replaces H2’s output with its value from a reference prompt in
which one graph fact has changed. The instruction, response key, statement order, and other facts
remain identical. Under the edited condition, the original and reference runs receive the same early
task displacement. The measured H2 displacement df,e and resulting H3 change yf,e are relative to
the original prompt under the same internal condition. The two predictions are

ˆ︁y specific
f,e = Medf,e,ˆ︁y averaged

f,e =
Munedited +Medited

2
df,e.

Both predictors receive the same measured H2 displacement. H3’s response to the factual intervention
enters only the error calculation, while the maps use H3 responses to the controlled perturbations.
Prediction therefore requires the controlled-perturbation measurements and factual H2 displacement
for the evaluated prompt.

E.2 PREDICTION ERRORS AND FIGURE NORMALIZATION

For predictor p ∈ {specific, averaged}, the error includes every dimension of the H3 output:

Lp =
⃦⃦⃦
yf,e − ˆ︁y p

f,e

⃦⃦⃦2
2
.

A prediction of no H3 change has error Lzero = ∥yf,e∥22. Within each vocabulary group, errors
are averaged over all three factual interventions, both written instructions, both response keys, both
statement orders, and all graph states. The unedited and edited conditions receive equal weight,
followed by an equal average across the 16 vocabulary groups. Figure 5A divides every group’s error
by the model’s mean Lzero. Both predictors share this denominator across all groups, and the dashed
line at one marks the mean error of predicting no response.

The percentage reduction is 100(1 − ⟨Lspecific⟩/⟨Laveraged⟩), with errors averaged before divi-
sion. In Gemma, the task-specific, averaged-map, and no-response mean errors are 0.00747
[0.00725, 0.00770], 0.01610 [0.01572, 0.01648], and 0.04076 [0.03958, 0.04184], respectively. In
Qwen, the corresponding errors are 0.09999 [0.09700, 0.10324], 0.10519 [0.10193, 0.10876], and
0.12402 [0.12021, 0.12852]. All six intervals are pointwise 95% confidence intervals.

The task-specific map reduces mean error relative to the averaged map by 53.6% [52.2%, 54.9%] in
Gemma and 5.0% [4.0%, 5.9%] in Qwen, with approximate simultaneous 95% intervals. The paired
absolute reductions are 0.00863 [0.00817, 0.00909] and 0.00521 [0.00379, 0.00663], respectively,
retaining the four-comparison correction in Appendix G. Both corrected difference intervals exclude
zero.

Separate averages for each fact show that the improvement is concentrated in the two facts requested
by the reading instructions, both before and after the internal edit. For the third fact, the absolute
error differences are below 0.00022, with Qwen’s unedited mean favoring the averaged map. These
fact-wise summaries are descriptive.

E.3 PREDICTION IN FINE-TUNED MODELS

The same prediction analysis uses the Gemma and Qwen checkpoints fine-tuned on graph tasks
for the conditional-response experiment in Figure 5B. The H2–H3 pairs remain unchanged, while
the early task displacement and factual directions are estimated from reference activations in each
fine-tuned checkpoint. In Gemma, mean squared error decreases from 0.01549 [0.01495, 0.01602]
with the averaged map to 0.00760 [0.00721, 0.00798] with the task-specific map. In Qwen, the
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corresponding errors are 0.08742 [0.08451, 0.09060] and 0.08548 [0.08277, 0.08838]. All four
intervals are pointwise 95% confidence intervals.

The percentage reductions are 50.9% [49.6%, 52.4%] in Gemma and 2.2% [1.4%, 3.1%] in
Qwen, with approximate simultaneous 95% intervals. The paired absolute reductions are 0.00789
[0.00743, 0.00834] and 0.00194 [0.00075, 0.00314], respectively, retaining the 12-comparison cor-
rection in Appendix G. Both corrected difference intervals exclude zero.

The mean errors for predicting no H3 change are 0.03991 [0.03891, 0.04089] in Gemma and
0.10061 [0.09761, 0.10410] in Qwen, with pointwise 95% confidence intervals. The task-specific
map reduces error relative to this baseline by 0.03231 [0.03105, 0.03357] in Gemma and 0.01513
[0.01287, 0.01739] in Qwen. These simultaneous 95% intervals retain the 12-comparison correction
in Appendix G. Both corrected difference intervals exclude zero.

F CONDITIONAL RESPONSES IN FINE-TUNED MODELS

F.1 FINE-TUNING AND CHECKPOINT SELECTION

The training curriculum combines four rules—read the first selected edge, read the second, AND, and
OR—with two edge pairs: (A → B,B → C) and (B → C,A → C). AND with the second pair and
OR with the first are omitted from training, leaving six rule–pair combinations. Each combination
includes all eight graph states, two fact wordings, two response keys, and two prompt layouts. Across
32 vocabulary groups, the training set contains 12,288 prompts. Sampling weights balance the six
combinations and the two truth labels within each combination.

Both models use rank-8 LoRA adapters (Hu et al., 2022) on the attention query and value projections,
with scaling parameter 16 and no adapter dropout. The base weights remain frozen in bfloat16, while
the adapter parameters use float32. Training minimizes cross-entropy for the first answer token over
the full output vocabulary. AdamW uses no weight decay and an effective batch size of 32. The
learning rate increases to 2× 10−4 over 32 updates, followed by cosine decay scheduled over 512
updates. The gradient norm is clipped at 1. Gemma uses batches of 32, while Qwen accumulates
gradients over eight batches of four.

Gemma uses a 512-update checkpoint selected during earlier development from nine candidates
across three training runs. That selection included rule–pair combinations omitted from training.
Qwen uses the first scheduled checkpoint meeting its behavioral criteria, at 128 updates. Its selection
uses four development vocabulary groups containing only the trained combinations. For each wording
and response key, qualification requires mean balanced accuracy of at least 90%, accuracy of at least
85% in every rule–pair and truth-label group, and at least 99% valid A/B outputs.

F.2 FIXED DISPLACEMENTS ACROSS FACTUAL CONTEXTS

Figure 5B uses the AND instruction for B → C and A → C, with each edge targeted in turn. The
targeted edge is initially absent in both contexts. The other selected edge is present in one context
and absent in the other, so both initial answers are False, but the targeted fact determines the answer
only in the first context. The H2 displacement is estimated with the other selected edge absent:

df = h2(f = 1, g = 0)− h2(f = 0, g = 0),

where f and g indicate the presence of the targeted and other selected edges. The reference pair
preserves the remaining fact, instruction, response key, and prompt layout. Both contexts receive the
same displacement df at H2. The H3 response is the full output difference from the unaltered run in
the same context. Response strength is the squared norm of this difference. The conditional effect is
response strength when the targeted fact determines the answer minus response strength when it does
not.

One source control randomly permutes the displacement’s dimensions, and the other reverses the
signs of a randomly selected half of its dimensions. Both preserve the displacement’s norm. Each
control undergoes the same comparison between factual contexts. The adjusted conditional effect
subtracts the mean of these two control effects from the factual displacement’s effect. Effects
are averaged within each vocabulary group over targeted edges, wordings, response keys, layouts,
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and the remaining edge’s state, followed by an equal average across groups. The relevant-minus-
irrelevant difference in squared H3 response is 0.01248 [0.00841, 0.01655] in Gemma and 0.03908
[0.02115, 0.05700] in Qwen. The excess over the mean difference produced by the permutation
and sign-flip controls is 0.01347 [0.00731, 0.01963] in Gemma and 0.02320 [0.01323, 0.03317] in
Qwen. All four simultaneous 95% intervals exclude zero under the 12-comparison correction in
Appendix G.

The control-adjusted effects in Gemma are 0.03180 [0.02282, 0.04077] for B → C and −0.00485
[−0.00938, −0.00032] for A → C. Qwen’s corresponding effects are 0.02922 [0.01337, 0.04508]
and 0.01717 [0.00779, 0.02656]. The paired differences between facts (B → C minus A → C) are
0.03665 [0.02775, 0.04555] in Gemma and 0.01205 [−0.00684, 0.03094] in Qwen. All six estimates
have simultaneous 95% intervals with Bonferroni correction (Appendix G). The between-fact interval
excludes zero in Gemma and includes zero in Qwen.

G AGGREGATION AND STATISTICAL UNCERTAINTY

G.1 PAIRED AVERAGING AND RESAMPLING

Within-group summaries follow the averaging order specified for each analysis, and vocabulary
groups receive equal weight. Bootstrap resampling retains all paired conditions within each selected
group. The confidence intervals quantify variation across vocabulary groups, conditional on the
selected component sites and model checkpoints. Figures 2 and 3 use pointwise 95% confidence
intervals from 10,000 resamples. Task means and derived quantities, including profile angles, are
recalculated in each resample, and the 2.5th and 97.5th percentiles give the interval bounds.

G.2 INFLUENCE, IMPORTANCE, AND FACTUAL INTERVENTIONS

For the influence–importance comparison, we calculate the influence angle minus the importance
angle within each of 10,000 paired bootstrap resamples of vocabulary groups. Each resample
preserves both task instructions and both measurements. Bonferroni correction across four models
uses the 0.625th and 99.375th percentiles, giving approximate simultaneous 95% confidence intervals.
The null hypothesis of equal angles is rejected when the corresponding interval excludes zero. The
Gemma residual-site example uses 10,000 paired bootstrap resamples of vocabulary groups. Each
resample recalculates the two residual replacement means, their paired difference, and the four-site
importance angle. Bonferroni correction across these four quantities gives approximate simultaneous
95% confidence intervals.

The factual-intervention analysis assesses task selectivity and downstream contribution across three
facts and two models, giving 12 comparisons. Each of 10,000 bootstrap resamples preserves all paired
conditions within each vocabulary group. Bonferroni correction across the 12 comparisons uses the
0.2083rd and 99.7917th percentiles, giving approximate simultaneous 95% confidence intervals. A
zero effect is rejected when the corresponding interval excludes zero. The three selectivity means in
the Gemma restoration example use pointwise 95% bootstrap intervals. The two restoration controls
are averaged within each vocabulary group before resampling. The controlled contribution retains the
12-comparison correction used for Figure 3.

G.3 INTERNAL TASK EDITS AND HEAD RESTORATION

The internal-edit analysis assesses 24 comparisons together. Factual reassignment and individual
head restoration each contribute eight comparisons across two models, two heads, and raw and
control-adjusted effects. Influence-profile movement contributes another eight across two models,
two graph subsets, and raw and control-adjusted effects. The graph subsets comprise all graphs and
those for which the two instructions require the same answer.

Approximate simultaneous 95% intervals use 20,000 paired bootstrap resamples of the 16 vocabulary
groups. Each resample provides the largest absolute deviation across comparisons, with deviations
divided by the corresponding standard errors from the original sample. The 95th percentile of these
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maxima gives the bootstrap critical value, cboot. The interval for comparison j is

x̄j ± max

{︃
cboot, t15

(︃
1− 0.05

2K

)︃}︃
SEj ,

where x̄j is the mean vocabulary-level effect, SEj is its sample standard deviation divided by
√
16,

and K = 24. The function t15(p) gives the p-quantile of a Student-t distribution with 15 degrees of
freedom. The Student-t term supplies a Bonferroni-adjusted minimum interval width.

The four response-share changes in Figure 4A use 100,000 paired bootstrap resamples of vocabulary
groups, with Bonferroni correction across the four comparisons. The depth-band analysis uses its
original 100,000 paired resamples and pointwise 97.5% intervals. Its prespecified criterion requires
positive lower bounds in all three bands for both raw and control-adjusted scores. Heads and edit
directions remain together within each resampled vocabulary group.

The before-and-after margin comparison uses 100,000 paired bootstrap resamples of vocabulary
groups. Each resample recalculates both margins and their paired decrease in each model. The
decrease is the written-answer margin before the edit minus the margin after it. Bonferroni correction
across the six estimates gives approximate simultaneous 95% confidence intervals.

The relative restoration effect is the mean control-adjusted restoration effect divided by the mean
edit-induced margin shift, expressed as a percentage. Each of 100,000 paired bootstrap resamples
recalculates both means from the same vocabulary groups. Bonferroni correction across the four
ratios gives approximate simultaneous 95% intervals.

G.4 RESPONSE PREDICTION

The prediction analysis in models without additional training uses the simultaneous-interval procedure
in Appendix G.3 with K = 4. Its comparisons measure the task-specific predictor’s error reduction
relative to the averaged map and the no-response predictor in each model. The prediction and
conditional-response analyses in fine-tuned models use Student-t intervals with 15 degrees of freedom
and a Bonferroni correction across 12 comparisons.

For models without additional training, prediction means and percentage reductions use 100,000
paired bootstrap resamples of vocabulary groups. The three mean errors in each model receive
pointwise 95% intervals. Each resample recalculates the percentage reduction from the two predictor
means, with Bonferroni correction across the two model ratios giving approximate simultaneous 95%
intervals. The paired absolute reductions retain the original four-comparison procedure. An interval
excluding zero rejects equal mean prediction errors for the corresponding pair of predictors.

The task-specific, averaged-map, and no-response mean errors in the fine-tuned models use the
same pointwise bootstrap procedure. Their percentage reductions use 100,000 paired resamples with
Bonferroni correction across the two fine-tuned model ratios. The paired absolute reductions retain
the 12-comparison Student-t intervals.

G.5 CONDITIONAL RESPONSES

The raw conditional-response test compares mean squared H3 responses in the relevant and irrelevant
factual contexts. The adjusted test compares the factual displacement’s context difference with
the mean context difference under the permutation and sign-flip controls. The raw and adjusted
differences retain the 12-comparison Student-t correction described in Appendix G.4. A corrected
interval excluding zero rejects the corresponding null difference.

The fact-specific follow-up uses Student-t intervals with 15 degrees of freedom and Bonferroni
correction across six estimates: four control-adjusted fact means and two between-fact differences.
Each difference subtracts the A → C effect from the B → C effect within the same vocabulary
group. An interval excluding zero rejects the corresponding null effect or null difference.

The conditional-response ratio divides the mean squared H3 response in the relevant context by that
in the irrelevant context. Each of 100,000 paired bootstrap resamples recalculates both means from
the same vocabulary groups. Bonferroni correction across the two model ratios gives approximate
simultaneous 95% intervals.
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